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ABSTRACT 
There is a growing need for methods and tools to illuminate 
the social contexts of interaction environments created by 
the World Wide Web, Usenet newsgroups, email lists, and 
other network interaction media. We present here a 
framework for creating visualizations of the social 
connections created in and through network interaction 
media. Using graph-drawing methods, visualizations can be 
created for a range of systems that link people to people and 
people to objects through networks. As an example, we 
present an application of our methods to the Usenet to 
illustrate how visualization can improve existing systems.  
We propose that users of network interaction media can 
benefit from visualizations that illuminate the interaction 
context generated by the rich interconnections between 
groups, conversations, and people in these media.  

KEYWORDS 
Information visualization, interaction context, collaborative 
filtering, network diagrams, graph drawing, supporting on-
line interaction, social network analysis 

INTRODUCTION 
Network interaction media like email and email lists, 
conferencing systems and bulletin boards, chats, multi-user 
dungeons (MUDs), multi-user games and graphical worlds 
are used singly and in concert to create an exploding 
number of social cyberspaces that allow groups of people 
to gather on-line and interact. Within these gathering points 
millions of social groups have emerged and formed around 
nearly every conceivable topic, interest, and issue.  

While network interaction media are increasingly popular, 
there are a number of problems facing their users.  The 
interaction context, or information about the kind of space, 
group and activity taking place, is often missing or 
ambiguous in the spaces created by these systems. This 
makes finding groups to participate in and people to 
interact with difficult.  The history and structure of groups 

often become visible only after extended participation.  As 
a result, many of these systems remain complex and 
confusingly tangled spaces in which it is difficult to 
navigate and participate.  

We are interested in ways of untangling these spaces by 
clarifying the interconnections that structure them. In the 
following we will explore ways of illuminating 
collaborative information, the interconnection between 
people and objects.  We describe four different views of 
this information and the advantage of each using a simple 
example of a book purchase database.*  We then discuss 
related work in the area of social and collaborative filtering 
and information visualization. We apply these principles to 
the Usenet to reveal patterns and connections that are 
difficult or impossible to see in existing interfaces. These 
visualizations can help to answer central user questions 
about the relationships among and within newsgroups, 
identify context and patterns of activity, and enable them to 
make more effective use of these systems.  

Four views of collaborative information  
Collaborative information is the product of relationships 
between people and objects, which could be topics of 
discussion, database records, books of interest, Web pages, 
and other forms of data.  To use books as an example, 
connections between people and books can be based 
simply on who buys what book.  This information is 
commonly used through collaborative filtering [3, 12] 
techniques to recommend books to other users, for 
example, at the Amazon.com Web Site [1]. 

These kinds of relationships can be represented in four 
different views:  

• Object-to-Object –  displays relationships 
between objects created by user activity 

• Objects-to-People – starting from objects, see 
who are the people relating them  

• People-to-Objects – starting from people, see 
which objects connect them  

                                                           
* Current address: MIT Lab for Computer Science, 
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• People-to-People – how people relate to each 
other based on interest in similar books 

While simple sets of relationships can be presented in 
tabular form the relationships created in most collaborative 
information systems rapidly becomes complex and 
impossible to comprehend unless visualized.  We present a 
tabular representation (table 1) as contrast. 

PERSON BOOKS PURCHASED 

PersonA Book1, Book2, Book3 

PersonB Book1, Book2, Book3 

PersonC Book1, Book4 

PersonD Book4, Book5 

PersonE Book4, Book5 

Table 1. Tabular presentation of book purchases 

These relationships are best illustrated using network 
diagrams, or graphs, as shown in Figures 1-4. In these 
figures, rectangular nodes represent objects (in this case 
books) and circular nodes represent people. The lines 
connecting them represent various relationships. Examining 
each in turn: 

 
Figure 1. The Object-to-Object Diagram 

The Object-to-Object Diagram shows the relationship 
among objects based on user preferences. In Figure 1 for 
example, the nodes represent books, and the links represent 
how often the same user purchases both books (the more 
often, the stronger the connection, and the shorter the link).  
By looking at the diagram, one can infer that book1 and 
book2 are more closely related to each other than to book5. 
In fact, book1, book2, and book3 forms a cluster because 
they are all connected to each other.  They may represent a 
set of books on similar topic. 

Using this information, users can see how a set of books 
may be related to each other and find other books on 
similar topics based on books they already know. 

 
Figure 2. The Objects-to-People Diagram 

The Objects-to-People Diagram in Figure 2 makes 
explicit the intermediary links that connected objects of 
interest from the previous figure 1. The rectangular nodes 
represent selected books and the circular nodes represent 
the people who have purchased these books, which creates 

the link between book and person and other books. By 
looking at the diagram, one can infer that personA and 
personB are both interested in book2, and may share 
interests in a similar set of books, whereas personC is 
interested in somewhat different books.   

If a user is also interested in book1, then the user might 
share interests similar to personA, personB, and person C.  
But if the user is more interested in book4, than personC, 
personD, and personE might be people  of similar interest.  
This can be a way for users to seek out people with similar 
interests in books with whom to interact. 

Figure 4. The People-to-Objects Diagram 

We can also go the opposite way. The People-to-Objects 
Diagram shows the relationships from people to objects.  
For any set of people a user expresses interest in we can 
display how different objects relate them to one another, as 
shown in Figure 4. The black nodes represent selected 
people and the links connect them to the books they have 
purchased. By looking at the diagram, one can infer that 
book1, book2, or book3 is closer to personA’s interest than 
book4. So if a user’s interest is more aligned with 
personA’s interest, he might be interested in looking at the 
first 3 books. 

If a user knows a group of people who share her interest, 
and another group which does not share her interest, this 
view can help separate out the books based on the 
preference of people whom she knows.  

 

Figure 3. The People-to-People Diagram 

Finally, we are interested in showing the relationship 
between people themselves based on their preference for 
objects, in the People-to-People Diagram.  In Figure 3 for 
example, the nodes represent people, and the links 
represent how often each person purchases the same books 
(the more often, the stronger the connection, and the 
shorter the link).  So by looking at the diagram, one can 
infer that personA, personB are more closely related to 
each other than to others.  In fact, personA and personB or 
personD and personE may be a pair of people who share 
similar book purchases, and may share a lot of interests in 
common. PersonC, on the other hand, seems to share 
diverse interests with a lot of people. 



 

This information shows the relationships among people, 
giving a nice peek into the social interaction context.  So 
instead of seeing a group of people and not knowing their 
connections, and beginning any interaction blindly, users 
can now have an explicit view of people’s connections, and 
use it to locate people to contact. 

Notice the parallel and dual nature between the diagrams. 
The Object-to-Object Diagram uses the purchases of users 
to separate out the relationships between books, where as 
the People-to-Person Diagram uses shared book purchases 
to separate out the relationships between people.  Also, the 
Objects-to-People Diagram uses known relationships 
between selected objects to separate out the people, 
whereas the People-to-Objects Diagram uses known 
relationship between selected people to separate out the 
books.  Object-to-Object and People-to-Object Diagrams 
both help users to locate objects. While the People-to-
People and Objects-to-People views both help to locate 
other people 

So far, we have presented the four views in the most basic 
format.  Each of these can be enhanced by overlaying 
additional data using colors, sizes of nodes etc.  These 
views can be integrated for more effective navigation of the 
underlying information.  

Related Work  
Our work is greatly influenced by recent developments in 
collaborative filtering, as well as work in more established 
fields such as social network analysis and information 
visualization.  

Social network analysis is the study of the structure and 
dynamics of relationships between people. Originating with 
Jacob Moreno’s sociometric research [9] in the 1920’s 
social network analysis has demonstrated the dense 
interconnections between people that allow any two people 
on Earth to connect through six or fewer intermediaries [8].  
Network analysis has gone on to illuminate the empirical 
structure of local communities [16] and inter-office 
patterns of communication [7]. 

Collaborative filtering originated from the Information 
Tapestry Project at Xerox PARC [3] for e-mail filtering, 
and has been applied to other domains such as Usenet 
postings [12].  By using recommendations from other users 
for objects, a program can make recommendation for new 
users.  

Information visualization techniques are typically used for 
the visualization of large amounts of commercial, financial, 
scientific and technical data for data analysis and mining.  
Its main audience has been data analysts who have the time 
and effort to sieve through data from different angles. We 
are more interested in using visualization as a simple 
interface to help the average user use collaborative 
information.  

Our work makes extensive use of networks, or directed and 
undirected graphs.  Networks are used extensively for a 

narrow range of applications, most notably in 
telecommunications management and social network 
analysis. Unlike trees, networks may contain cycles, which 
are important for showing complex, non-hierarchical 
information.  To limit the amount of information shown at 
once, and give user control over what they see, we have 
also used traditional information visualization methods like 
filtering. [10]. 

Our work can be seen as a new way to visualize 
collaborative filtering information through the Object-to-
Object Diagram, which shows how close objects are to 
each other based on user preferences.  Alternatively, our 
work can be used as way to perform visual collaborative 
filtering, by directly looking at other people’s preferences 
through the People-to-Object Diagram.  

There has been some recent work in simple visualizations 
of complex relationships that is close to our work.  Judith 
Donath’s “Visual Who” displays the interconnections 
between people based on mailing list membership [2]. A 
set of mailing lists are selected as anchors, the names of 
people are then placed around the anchors based on how 
similar they are to the members of these lists.  Dynamic 
animation of changes in information and user interaction 
made the display easy to use. The visualization is similar to 
our Object-to-People Diagram, which lays out people 
based on closeness to objects. 

Loren Terveen and Will Hill’s Auditorium Visualization 
for Inter-site Clan Graphs displays the relative importance 
of different Web sites based on a user’s query [14].  Web 
sites are laid out in a series of concentric semicircles based 
on importance.  They used dynamic ordering of Web sites 
to allow user customization based on interest.  This is 
similar in spirit to our Object-to-Object view with a 
weighted display, as described later.   

RazorFish’s [11] design for an interface to the Smithsonian 
Institution catalog and ThinkMap’s [15] Visual Thesaurus 
both use networks to display the interconnections between 
objects, though this information is not generated through 
people. Henry Kautz design for ReferralWeb, on the other 
hand, illustrates the interconnections between people, 
without showing the objects. 

USENET and NETSCAN 
As an illustration of our approach, we visualize 
relationships between groups, posters, and threads in the 
Usenet.  Usenet is often seen as an example of the tragedy 
of the commons [4, 6], a public resource that has been 
ruined by overuse and pollution.  Spam, off-topic and 
poorly targeted messages, huge message volume and 
limited tools for generating an overview of activity have 
made Usenet an increasingly frustrating system for many 
users.  Many people abandon the system as a result.  
However, recent studies have shown that Usenet is still a 
robust and growing environment [13, 17]). While Usenet 
has not been consumed by its tragic qualities, better tools 



 

for navigating and visualizing this space may allow people 
to return and restore this public commons.  Collaborative 
filtering has been applied to news articles, such as in [12].  
Our work presents a different approach. 

The Netscan Usenet analysis system is located at 
http://netscan.sscnet.ucla.edu. The Netscan 
data collector constantly examines an ongoing stream of 
Usenet messages and extracts information from each 
message’s header.  Netscan collects and archives the 
contents of the From, Newsgroups, Subject, Date, 
Organization, Lines, Message-ID, and References lines. 
Netscan builds a number of databases that organize this 
data, which can be queried to generate a range of measures 
of activity and relationships in selected newsgroups.   
These measures are assembled into reports and graphical 
illustrations that are accessible via a standard web browser.  

Visualization 

We are interested in visualizing connections between 
newsgroups and among topics and participants within 
newsgroups. Our goal is to support users in the process of 
gaining general awareness of the structure of a newsgroup 
by determining the groups it neighbors and the range of 
opinions expressed in the group.  This information should 
aid the process of asking appropriate questions that are 
addressed to the proper group and to people within the 
group as well as evaluating the contributions of other 
participants.  As a result, we believe that these 
visualizations will encourage participants to contribute 
more effectively as well as more efficiently draw resources 
from these groups.  

Successfully completing these tasks depends on a fairly 
fine-gained understanding of the newsgroup(s) of interest, 
their topics of discussion, and the relationships between 
participants; exactly the kind of collaborative information 
that connects people and objects.  To support these tasks 
we have created four different views: 

• Inter-Group View 

• Inter-Thread View  

• Thread-to-Poster view 

• Inter-Poster  View 

Examples of these are shown in Figures 5-8.  Each view is 
a network diagram with nodes representing either objects 
or people, and links representing different connections. 

The Inter-Group View (as shown in Figure 5) displays all 
the newsgroups linked to a selected newsgroup (or set of 
newsgroups) by cross-posts, or messages sent to more than 
one group.  This is an example of an Object-to-Object 
Diagram.   Two groups are closely linked if there are many 
shared cross-postings from people.  Strong ties may 
indicate similarities or shared interests between two groups. 

The Inter-Thread View (as shown in Figure 6) displays all 
the threads in a particular newsgroup linked by shared 

posters.  Chains of posts that answer previous posts define 
threads.  By looking at the topics of the threads, one can 
get a sense of the topics being discussed within the 
newsgroup. 

Figure 5. Inter-Group View 

 
Figure 6. Inter-Thread View 

The Inter-Thread View is another example of an Object-to-
Object Diagram.  Two threads are closely linked if they 
share many of the same posters. Threads that do not share 
posters with any others are isolated and displayed at the 
bottom.  These may represent topics that do not generate 
large amount of interest from the newsgroup. 

The Thread-to-Poster View (as shown in Figure 7) displays 
selected threads in a particular newsgroup and clusters the 
respective posters around each.  This is an Object-to-
People Diagram.  By following links from topics of 
interest, one can find people who are interested in these 
topics. This is can be a first step to finding people of shared 
interests for interaction. 



 

 
Figure 7. Thread-to-Poster View 

 
Figure 8. Inter-Poster View 

The Inter-Poster View (as shown in Figure 8) displays 
selected posters in a particular newsgroup linked by shared 
posts.  This is a People-to-People Diagram.  This view 
shows essentially who responds to whom.  The people who 
are highly connected have interaction with many people, 
and might thus be among the core group.  Some posters 
post infrequently but are responded to by many others.  
Other people may post frequently but receive few or no 
responses.  By looking at the diagram, one can gain 
valuable insight about the amount and type of the 
interaction going on in a group, and also about the status 
and behavior of individual participants.  

Interface  

Our goal is to provide a visual interface to Usenet that can 
be useful to the average user of newsgroups. We have 
applied the following guidelines in our design: simplicity 
and clarity, dynamic retrieval and display, interactive user-
control, and overlay of information on demand. 

The Netscan network visualization we have created uses a 
simple spring-based model for layout.  Each node exerts a 
repelling force on other nodes, and each edge exerts forces 

on the nodes it connects when its length differs from its 
preferred rest length, determined by the connection 
strength. User can directly select a node, move it, and see 
the connected nodes and nearby nodes move accordingly to 
minimize the forces on them. This is a simple, intuitive way 
to sort through the data and interact with the display. 

Because a large amount of nodes may need to be displayed 
we provide other ways to filter the information visualized, 
differentiate better among the different nodes, and select 
views of interest to the individual user.  The Netscan visual 
interface uses corresponding controls as shown in Figure 9.  
In the following, we examine the important ones in order. 

 
Figure 9. Netscan Control Panel and Network Display 

The slider at the far left is used to filter out weaker tie 
strengths.  When the slider is at the far left, the display 
contains all the ties between all of the groups related to the 
core newsgroup.  At the opposite end only the strongest ties 
(in the inter-group view, pairs of groups sharing the most 
number of crossposted messages) will be displayed.  The 
nodes that are no longer connected fall to the bottom of the 
display.  The number of nodes currently connected to other 
nodes is shown in the status field to the right. 

The NAME pull down menu contains three options: ALL 
NAMES, which displays all names cut to 20 characters and 
thus fit in boxes of uniform size; LONG NAMES, which 
displays full names; and NO NAMES, which displays a 
simple square or circle for each node.  The last selection 
can reduce the clutter on the screen and make the network 
structure easier to see, as shown in Figure 9. 

The FIXED pull down menu contains three options: 
FIXED, FREE, and WEIGHTED.  These options provide 
three varying approaches to the placement of the nodes.  
The first two allow nodes to arrange themselves freely with 



 

the initially selected groups either fixed or not fixed.  The 
last selection places the more well-connected nodes, or 
those with higher degrees, higher.  It is useful for 
identifying the more important or central nodes. 

The nodes in the display may continuously jiggle around to 
find the optimum layout.  This can be distracting.  
Checking the FREEZE box stops this process and allows 
the user to manually rearrange the nodes to better display 
the relationships of interest. 

The ALL TIES check-box toggles the display from a hub 
and spokes to a network. The hubs are the nodes users have 
selected based on their interest.  When it is checked, ties 
between the hub and spoke groups are displayed along with 
all the connections between spoke groups.   

The STRENGTH check-box toggles the display of the 
number of messages that tie any two groups together. The 
TEXT INFO and GRAPH INFO show additional 
information about the nodes, such as group size, using text 
and graphics (size and color), respectively. 

USER SCENARIOS  

The different scenarios our visualization addresses can be 
divided into three kinds -- questions about groups, threads, 
and people: 

1. What groups are related to those that I am interested 
in? Which group to post or follow? Which group has 
the most activity? How about the kind of interaction in 
the group? How are groups similar or different? 

2. What are people talking about? How are different 
subjects related to each other?  Who are the people 
interested in these topics?  

3. Whose message to follow? What percentage of the 
group interact with each other? Who are the core 
people in each group?  How much do they interact 
with each other? 

Groups 

For user scenarios such as general awareness about a 
subject, it is important to find out the relationship among 
groups, and to find out how groups are different. 

Say we are interested in what people think of Microsoft, 
and have picked two core groups of interest: alt.fan.bill-
gates and alt.destroy.microsoft.  The resulting diagram in 
Figure 5 contains many edges/nodes.  These represent the 
different groups that have cross-posts with the core group.    
In other words, people who are interested in the core 
groups are also interested in these other groups. Many of 
these edges are weak, and consist of only 1 or 2 postings.  
We can filter out the weaker links using the slider. As 
shown in Figure 10A, clusters of newsgroups that tightly 
bind to each other start to appear.  Some of these make 
clear sense, for example, the cluster in the upper right is 
about politics, and the cluster in the lower right is related to 
jokes, but other cluster are less obvious, suggesting 
interesting connections. 

  
Figure 10A. Inter-Group View, filtered 

 
Figure 10B, Inter-Group View, further filtered 

Figure 10B shows the strongest connections to the group 
alt.destroy.microsoft.  It gives the user a fairly good 
indication of the interests of the people involved in the 
selected target group. 

 
Figure 11. Inter-Group View with poster/post information. 

To determine which newsgroup to post or read, users need 
to know the amount of interaction and overall activity 
within each group.  For that, users can overlay information 
on the Inter-Group View, as shown in Figure 11. 

The numbers in the parentheses represent number of poster 
and posts, respectively.  The size of the box shows the 
amount of postings, and the color represents the ratio of the 
number of posters to posts.  The size of the groups shows 
the amount of postings.  The poster-post ratio is an 
important hint to the nature of intra-group interaction.  A 
group with ratio of one (in blue) could be an announcement 
group, because each person posts only one message: not 



 

much interaction between people.  A group with ratio close 
to zero (in yellow) could be a moderated group with one 
person or a few people posting all the messages. A group 
with ratio somewhere in the middle (in green) may indicate 
a group with healthy interaction. 

Threads 

Once a user has pinpointed a newsgroup of interest, it is 
important to know what goes on within the selected group.  
What are the topics being discussed? Which topics are 
most popular? Which topics are of general interest? 

The Inter-thread View, shown in Figure 6, gives users a 
fairly good sense of the topics under discussion for the 
group alt.fan.billgates.  Notice for example, one can see 
two clusters formed: one about Microsoft in general, and 
one about Mac. By overlaying information about the 
number of posters and posts of the threads, we can identify 
topics of hot discussion by multiple people, just as in the 
Inter-Group View. We can select particular threads of 
interest, and look at who are the people involved in the 
discussion by turning to the Thread-To-Poster View in 
Figure 7.  This view also shows who are the most active 
posters within a discussion thread.  It is a good way to 
identify people of shared interest to interact with.  

People 

We can examine at the people aspect in more depth. What 
percentage of the group interacts with other members? 
Who are the core members?  How often do they interact 
with each other?  The Inter-Poster View is designed to 
answer these questions, as shown in Figure 12. 

Figure 12.  Inter-Poster View with NO NAMES 

Immediately, one can see that about half the people, or 
50/89, actually talk to each other, as indicated by the status 

field. The rest are not connected and shown in the bottom 
of the display. These messages have never been replied to. 
In contrast to the views of interconnections between 
newsgroups, which are bi-directional, edges in the Inter-
Poster view have a direction, if one person responds to 
another the reciprocal is not necessarily the case.  In the 
display, the yellow end of the lines connecting posters 
indicates the poster being responded to.  The display makes 
it clear that there are two central hubs near the center of the 
display.   The one on the left both responds to and is 
responded by others – perhaps an expert in the group; the 
one on the right is responded to by many others – perhaps 
someone who started a very interesting discussion, or 
someone being particular annoying.   

 
Figure 13. Inter-Poster View with LONG NAMES and 
WEIGHTED display. 

To clearly identify the active participants of the group, we 
can use the WEIGHTED display, as shown in Figure 13.  
The nodes with the highest degree, or largest number of 
connections, float to the top.  We can immediately see who 
forms the core of the discussion group.  Based on this 
information, the user can have a much better sense of the 
people involved in the discussion, and become a more 
informed participant.   

DISCUSSION  

Currently, many network interaction systems are 
predominantly textual and require users to engage in a 
great deal of clicking and branching in order to assemble 
piece-by-piece a holistic view of the interaction space.  We 
believe that these spaces need significant enhancement to 
reintroduce the social context present in physical 
interactions that is missing in these media.   

Our work presents a first step in this direction. Our current 
results suggest a number of further enhancements. For 
example, the layout algorithm is a simple scheme that 
works well for reasonable number of nodes.  When there 
are much more nodes, a better layout scheme is needed.  
Graph layout is a NP-complete problem with its own 
research area.  We hope to continue to adapt development 
in this area to enhance user-oriented visualization.   



 

Currently, users must know the name of newsgroups they 
are interested in visualizing.  Integration with full text 
indexes, like Deja News and Alta Vista’s Usenet index 
could significantly improve the system’s capacity to select 
groups and individuals.   

In addition, we wish to improve the transitions between 
views and the integration of additional information about 
the objects displayed.  In particular we are exploring ways 
of integrating representations of activity over time, as 
animation or as a histogram.   

We would also like to allow users to navigate or go on 
automatically piloted “tours” of the interaction space based 
on a range of parameters like following the strongest, 
weakest or most recent tie. 

We believe that other forms of collaborative filtering 
systems, such as chat spaces, web based discussions, and, 
as demonstrated, complex databases, like the Amazon.com 
book and music holdings can be usefully visualized. 

Another direction is to integrate multiple media, for 
example pairing a synchronous chat with each Usenet 
newsgroup so concurrent users can interact directly while 
using the system. We see a way to support a chain of steps 
starting with searches, leading through navigation of 
graphical displays and culminating in direct interaction 
between people. 

In all this, we need to be concerned with the privacy of our 
users. It is not as much an issue with our Newsgroup 
visualization, since posters’ email addresses are already 
public. In general, many views of our system can still 
provide a lot of information without specifying the user 
identity.  Knowing the other interest of others who share 
our interest gives enough hints regardless of whether we 
know their names. 

CONCLUSION 
We have presented a framework for generating 
visualizations for collaborative information.  The four 
different diagrams (Object-to-Object, Object-to-People, 
People-to-People, and People-to-Object) show different 
interconnections between people and objects.  We have 
applied it to the Usenet groups and shown how it can be 
used to find newsgroups and people of interest.  This 
technique can be applied to a range of different 
collaborative information to help users understand the 
context of online social interaction environments. 
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