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ABSTRACT 
We describe some common problems experienced by 
users of computer-based text chat, and show how many of 
these problems relate to the loss of timing-specific 
information.  We suggest that thinking of chat as a 
streaming media data type might solve some of these 
problems.  We then present a number of alternative chat 
interfaces along with results from user studies comparing 
and contrasting them both with each other and with the 
standard chat interface. 
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INTRODUCTION 
Since the earliest days of computing, people have used 
computer systems to enable communication.   Simple 
command-line programs such as write and finger 
have existed on the earliest time-sharing systems, while 
computer bulletin board systems (BBS) were flourishing 
shortly after the introduction of personal computers in the 
mid-1970s. 
 
The advent of large multi-user systems (such as AOL, 
CompuServe) and the Internet itself enabled a further 
style of communication known generally as “Chat”.  Chat 
consists of two to twenty or more people who appear 
together on a common channel of communication (often 
known as a “channel”, a “chat room”, or simply a 
“room”).  Any of the participants can type a line of text (a 
“turn”).  By pressing RETURN, the turn can be sent to all 
of the other participants.  Chat has been incredibly 
popular since its inception, and continues to grow with the 
expansion of the Internet.  Currently there are hundreds of 
chat servers, each with dozens of active rooms. 
 

 

Figure 1:MS-Chat, a standard chat client 

 
Despite (or perhaps due to) its popularity, the user 
interface presented for chat has remained largely 
unchanged since its first inception.  A typical chat 
interface consists of a list of participants, a text history 
window, and a single line for text entry. (figure 1) 
 
As a communication medium, chat is not without its 
problems.  The conversations in chat tend to be hard to 
follow.  People have trouble identifying speakers and 
remembering who said what.  Within a particular room or 
channel, there are often multiple conversations or 
“threads” going on at the same time, and a single user 
often participates in multiple threads at the same time.  As 
a result, chat conversations tend to be confusing and 
disjointed, with a lot of repetition and corrections.  
Studies have suggested that in a typical chat conversation, 
as many as 40% of the turns are repetitions or corrections 
to misunderstandings of previous turns.[9] 
 
PREVIOUS WORK 
There has been a great deal of work on computer-
mediated communications (CMC) in the past twenty 
years.  CMC generally considers chat along side of other 
computer-based communications, such as E-mail.  
Despite the number of years of research, there is almost 
no literature evaluating the fundamental user interface of 
social chat software, and very few examples with actual 
quantitative data on chat conversations [9]. 
 
Much work has been focused on the sociological or 
linguistic properties of CMC [2][10][12][13][14].  This 
research typically deals with the ways in which users 
attempt to overcome the limitations of chat software, and 
the degree to which these attempts are successful. 
 
CMC is also studied as a component of Computer 
Supported Collaborative Work (CSCW) [1] [3] [5] [6] [8] 
[15].  In this context, we see more work on the effect of 
specific user interface notions or affordances that support 
groups of people working together to accomplish some 
task.  While some of these notions might be applicable to 
the more unstructured communication of a social chat, 
they mostly involve notions of floor control or turn-taking 
that are not appropriate in the free-for-all of a chat room. 
 
CMC is also frequently discussed in the educational 
domain [7][9][11].  The interest here seems to be largely 
based on the increasing number of classes that are being 
held “on-line”, in which CMC serves as the only 
communication medium available.  The bulk of this 
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writing is geared around the particular problems that both 
instructors and students encounter due to the limitations 
of CMC. 
 
FACTORS INFLUENCING CHAT EFFICIENCY 
There are many factors that impact the efficiency of chat.  
Here we list several of them, and show how they 
interrelate to each other.  
 
Lack of recognition – users find it difficult to associate a 
nickname with what a user has said in the past if they do 
not already know the speaker.  Some clients allow users 
to set the color and/or style of their text to help out with 
this problem. [mIRC].  Other clients allow the user to 
choose a picture or cartoon to represent them in a virtual 
space [Comic Chat, vChat]. 
 
Lack of intention indicators – it is difficult or impossible 
to tell if a particular comment was intended to be directed 
towards a particular user or turn.  In transcript 1, Red’s 
answer is ambiguous and could apply to either Black or 
Pink’s question. 
 
Black: What musical is your favorite? 
Pink: Where are you from? 
Red: Chicago 

Transcript 1:  intention confusion 
 
Typing inefficiency – most people type much slower than 
they talk, which results in a much slower rate of 
communication.  The average active chat user might take 
30 seconds to enter a turn.  This delay is experienced by 
the user as a silence in the conversation [2] – something 
that is established as being socially awkward and easily 
misunderstood [17].  To prevent or mask this delay, 
people tend not to wait for a response before starting their 
next turn.  This tends to diminish the effectiveness of the 
slower typists and can lead to confusion.  In transcript 2, 
we see Black and Pink (both fast typists) go ahead with 
another thread without waiting for Red to catch up.  As a 
result, Red’s comments are ambiguous. 
 
Black: Did you see that new Mel Gibson movie – I 

think it is called “Payback”? 
Pink: I saw the academy awards last night.  Did 

you watch it? 
Pink: yep. 
Pink: It was very violent, but funny. 
Black: You saw it?  You liked it? 
Black: How did it end up – who won? 
Red: I heard it was good. 
Pink: It was OK.  At least Titanic didn’t win 

everything. 
Black: I guess you can only be king of the world 

once. 

Transcript 2:  thread confusion 
 
Lack of status information – there is often no way to tell if 
a user is actively participating in a conversation or has 
wandered off from the computer all together.  This often 
results in out of order turns, where someone asks a 

question again in a different way, not realizing that 
another user has been composing an answer for the first 
question.  (See transcript 3). 
 
In this transcript, 10 seconds had passed after Black asked 
his first question.  Black assumed that this inactivity 
meant that Red was not interested, so he asked another 
question.  However, Red, who is a slower typist, was 
actually typing his response the entire time.  Now it is 
unclear to Black what question Red’s answer is in 
response to.  
 
Black: Did you want to go skiing tomorrow? 
Black: Or maybe we should just go to dinner? 
Red: That sounds good – count me in.  I think 

that Blue will want to go as well. 

Transcript 3:  inactivity-related confusion 
 
Lack of context – there is no way to tell what has gone on 
before in a conversation or what people are talking about 
now.  This is true in a normal spoken conversation as 
well, but is a particular problem in chat because of the 
number of people constantly entering the conversations 
and the expense of using additional turns to bring new 
users up to speed. 
 
High signal-to-noise ratio – since most of the participants 
in chat do not know each other, there is a great deal of 
introductory socialization phrases in any chat 
conversation.  In addition, due to some of the previous 
factors mentioned, a large percentage of chat turns are 
corrections, clarifications, or repeats of previous turns. 
 
General uselessness of the chat history – although most 
chat interfaces save the entire history of a particular 
session, it is rarely used in the chat context.  For example, 
once an answer to a question has scrolled off the screen, 
users are far more likely to ask the question again rather 
than scroll back into the history.   Part of the problem is 
the real-time nature of the chat – when you scroll back, 
you miss out on new things that are said.  But even when 
the history has been saved for off-line review, most 
people still find it extremely ineffective to use.  The out-
of-order turns and high signal-to-noise ratio make it 
almost impossible to read. 
 
With all of these difficulties, and with chat having 
essentially the same user interface it had from its earliest 
console days, we felt the time was ripe to experiment with 
some alternative chat interfaces. 
 
VIRTUAL WORLDS TECHNOLOGY 
In prototyping different chat UIs, we were aided 
tremendously by the Virtual Worlds platform, created 
within our group at Microsoft Research.  The Virtual 
Worlds platform [16] is COM-based technology that 
allows programmers to quickly and easily create multi-
user applications.   
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Virtual Worlds provides a persistent, distributed dynamic 
object system.  Objects can be created and modified on 
the fly, including adding and removing properties and 
methods.  The system takes care of managing client 
connections and replicating data between the server and 
the clients.   
 
Clients can be created using any COM-compliant 
programming language, including DHTML, Visual Basic, 
and C++.  The combination of DHTML and the Virtual 
Worlds platform makes an excellent rapid prototyping 
environment for multi-user applications. 
 
More information on the platform, including downloading 
directions, can be found on the World Wide Web at 
http://research.microsoft.com/vwg/ 
 
THE “CONFERENCE” USER STUDY 
We began our project by getting some data on the current 
chat interface, in order to have a baseline on which to 
compare alternative representations.  We used a standard 
user study we call the “conference.”  It has been used in 
the past to compare such things as teleconferencing, video 
conferencing, and face-to-face meetings. 
 
In this study, a group of four to six people are asked to 
participate in a pair of on-line conferences.  In the first 
conference, the groups would have to agree upon 5 videos 
to rent for a weekend retreat.  In the second, they would 
decide which 5 albums to bring along on a long road trip.  
Typically, the two conferences are done using different 
technology (such as teleconferencing vs. face-to-face) in 
order to compare the differences.   
 
Each conference lasts approximately 30 minutes, after 
which time the users are asked to complete a short 
questionnaire.  The questionnaire elicits factual questions 
about the conference (such as, what types of music the 
user believe each of the other participants enjoyed), as 
well as qualitative questions (such as how they feel the 
communication flowed.)  In addition to the surveys, the 
users may be videotaped for later analysis. 
 
ATTACKING THE PROBLEM: STATUS 
Most of the user interface improvements in existing 
commercial chat software are related towards improving 
the handling of multiple threads.  This includes such 
things as giving users the ability to carry on multiple 
private conversations [MS-CHAT], or allowing them to 
indicate precisely which person or which turn they are 
responding to [V-CHAT, USENET]. 
 
While we agree that it is worthwhile to explore the 
problem of thread management, we have for this study 
focused our energies on trying to understand and 
eliminate the initial conditions that lead to the multiple 
overlapping threads in the first place.   
 

In spoken conversation, people do not engage in more 
than one line of conversation at the same time.  We have 
social conventions against interrupting, and people are 
wait for other people to respond before speaking again.  
Silence in conversation is something we are conditioned 
to avoid, and spoken conversation has far fewer patches 
of “dead air” than exact same conversation typed.[17] 
 
This led us to believe that we might eliminate many of the 
problems with threading by giving the users something to 
do after they complete a turn other than starting another 
turn, that did not feel like the equivalent of silence.  We 
also suspected that if users where aware of what other 
participants were doing, they would be less inclined to 
enter turns that were simple status requests.  These two 
suspicions led to the design of the “status client.” 
 
STATUS CLIENT 
We designed a prototype of an interface that showed the 
status of each user, as determined by keyboard activity. 
 

 

Figure 2: Status Client 
 
This status client keeps the same basic three-pane layout 
of a standard text chat client but augments it with several 
type of continuous status information.  These are: 
 
1) Keyboard activity fader – a user’s name in the user 

list would highlight whenever a key was pressed, 
then fade back over 5 seconds to the original level 

2) Last line indicator – a user’s last turn would appear 
next to their name in the user list 

3) Intermediate text indicator – each time the user 
pressed a key while composing their turn, the new 
text would appear next to their name in the user list.  
This text would be in a different color than the 
regular last line color to indicate its preliminary 
nature. 

4) Last line fader – along with 2 or 3, the last turn text 
would fade out over 10 seconds. 

 
Our prototype was able to activate each of these features 
individually, with the exception of 4), which required 
either 2 or 3 to be enabled.  The prototype was coded 
using DHTML pages with VBScript on top of the virtual 
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worlds system.  For our experiment, we ran with options 
2, 3, and 4 enabled.  In this configuration, users would see 
every character every user typed as they were typing it, 
next to that user’s name.   When the user pressed 
RETURN, their text would be added as a new turn to the 
scrolling history, and would gradually fade from the user 
list. 
 
STATUS CLIENT TESTING AND RESULT 
For our first test, we ran two five-person groups (A and 
B) through the conference study.  Group A used the client 
in standard mode with no status features for their first 
conference, and with status enabled for their second 
conference. This sequence was reversed for Group B.  
Rather than videotape the participants, we used client-side 
logging of the conversation.  Each keystroke, mouse 
action, and incoming event was time-stamped and logged 
to a text file.  Most of our analysis centered on these files.  
The participants were all experienced chatters, and as a 
group could type quite fast, averaging 250 CPM. 
 
From a qualitative point of view, the users liked the status 
client, and all but one preferred it to the standard 
interface.  Most people stated that they liked to watch 
other people type, but also admitted feeling embarrassed 
by their own typing skill being on display.  Most users 
said they focused all of their attention on the user list with 
its live status, and paid little attention to the text history. 
 
We were looking at several factors in the log files.  The 
first was a quantitative analysis of the number of 
correctional turns of a percentage of total turns.  We 
tracked this information by user as well as by conference.  
Our suspicion was that in the status prototype, there 
would be fewer corrective turns, as people would have 
more context over what other people were responding to.  
We were not, however, able to ascertain a difference in 
our study, as there were almost no turns dedicated to 
correction in either UI.  
 
The status client did show fewer out-of-order turns in the 
history.  User would start to type an answer a question 
before the asker pressed RETURN, but they would wait to 
press RETURN themselves until the question was in the 
history.  This resulted in questions being directly followed 
by their answers in the history, and made the history 
subjectively more readable. 
 
We also wanted to see the affect on the total number of 
turns.  Our suspicion was that in the status-enabled client, 
there would be fewer actual turns, as people would see 
that other users were typing and would wait for them to 
finish before starting another turn.  However, the data 
showed that there was no significant impact on the 
number of turns.  Regardless of interface, both groups had 
fewer turns on their second round than their first. 
We were also looking for other artifacts from the real-
time nature of the status information, such as would 
people be more or less likely to participate.  Here we saw 

something quite interesting that we did not anticipate: 
when their keystrokes were being sent over the line as 
entered, users’ increased both the speed and accuracy of 
their typing.  We tracked the typing speed in uncorrected 
characters per minute, and the accuracy of the typists as a 
ratio of the number of keystrokes needed to generate a 
turn of a given length.  With the standard client, our users 
averaged 250CPM at 75% efficiency.  With the status 
client, speed increased to 280CPM at 85% efficiency.  
Our suspicion is that this was due to the feeling of being 
“on display”, and might well go away with time as the 
novelty of the system goes away.   
 
In general, the increase in typing speed and accuracy did 
not affect our users’ ability to participate.  However, one 
user (Red) had only marginal typing skills.  With the 
standard client, Red typed 180 CPM with 64% accuracy – 
much worse than the other participants.  With the status 
client, Red increased to be on par with the other users 
(224 CPM with 85% accuracy).  But this accuracy came 
at a cost: he contributed less than 5% of the turns in the 
conversation (versus 20% for the average user), and his 
turns were on 15 characters long (vs. 30 for the average 
user).  A follow-up interview confirmed that Red was 
concentrating so intently on his typing that he limited 
himself to only the occasional short turn.  
 
With both interfaces, we noticed that people did not use 
the history much, if at all.  They would not scroll back in 
the history to find a piece of information that was located 
off the screen.  In fact, 10% of the turns were repeats and 
restatements of previous turns that were off the screen.  In 
all four rounds, not a single person used the scroll bar 
during the tests.  Many people suggested that it would be 
helpful to have a whiteboard or other persistent 
affordance during the conversation, similar to what one 
might find in NetMeeting or other CSCW software. 
 
Our suspicion was that people would have an easier time 
answering the questionnaire with status client, due to the 
history being more readable.  However, this turned out 
not to be the case.  There was no significant difference 
between clients in the accuracy of the survey.  Most users 
complained that it was too hard to find things a particular 
user said and suggested it would be nice to be able to 
filter the history by user. 
 
DESIGN AND REDESIGN OF THE FLOW CLIENT 
One of the problems immediately apparent in the status 
client was that a great deal of the time sequencing 
information was lost in the history display.  For instance, 
if you were watching the screen, you could tell that 
someone else had started typing after you did, but if they 
hit return first, their turn would still come before your 
own in the history.  This lead us to suspect that perhaps 
the display of turns in a linear fashion based on 
transmission time might not be the best representation. 
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Based upon this observation as well as the qualitative and 
quantitative feedback of the status client, we began to 
design a new client.  Our goal was to make something that 
would have the real-time benefits of the status client but 
that would preserve the temporal ordering of turns and 
provide easier matching to the speaker.   
 
Our fundamental realization was that chat is closer to a 
streaming media type than anything else, and that it might 
be efficient to view it with a more traditional streaming 
media interface – the multi-channel timeline.  These 
timelines are seen in many streaming media editing 
products, such as Macromedia’s Director, Adobe Premier, 
and MIDI sequencing programs.  In these interfaces, time 
flows from right to left, and the screen is broken up into a 
number of horizontal channels for different event sources, 
such as different MIDI channels, sprites, or film files.  
 
Our first take on this can be seen in figure 3 – the Flow 
Client.  The Flow client is an MFC application written in 
C++, using the virtual worlds technology for its 
client/server architecture. 
 

 

Figure 3:  Flow client version 1 
 
In this first version, we can see the user list on the left.  
Each user has a track on the screen.  Time is constantly 
flowing, and the timeline display is constantly scrolling 
from the right edge of the screen (which is NOW) towards 
the left, at approximately 1 inch every five seconds.  As a 
user begins typing, a colored box begins to stretch out in 
their timeline.  The left edge of the box is at the time 
where they started typing.  The right edge is set at the 
time they press return.  In the meantime, the right edge 
stays aligned to the right side of the screen, and the text in 
the box is continuously updated with what the user has 
typed as they type it.  If the user becomes inactive, the 
yellow box begins to fade until they continue typing.  At 
any time, a user can mousedown and drag the timelines to 
peak back a bit in time.  When they released the button, 
time would snap back to the present.  We termed this 
“snap-back scrolling.”  In addition, the user could click a 
button to stop the time flow and scroll at their leisure. 
 

Preliminary user tests revealed that people liked the client 
in general, but were bothered by the names being on the 
left while the new text was entered on the right.  They 
also were confused by having to enter text down below 
while it showed up up above.  Users also reiterated their 
request for some sort of persistent information in the UI. 
 

 

Figure 4:  Flow client version 2 
 
These comments lead to the design of Flow Client 2 
(figure 4).  In this version, the screen is divided 
horizontally into three sections.  On the rightmost is status 
information that is out of the timeline.  This is basically a 
single line of text that each user can set.  In the middle is 
the timeline view, and at the right we see the user list.  As 
a user types, the yellow box stretches out into the timeline 
as before, but the text is placed next to their name in the 
user list instead of in the yellow box.  The text appears in 
blue to indicate that it has not been committed.  If you 
paused while typing, your text would slowly start to fade 
to a lighter blue.  Your own typing is done directly into 
the user list, and the text entry frame on the bottom has 
been eliminated.  When the user commits the turn by 
pressing RETURN, the text is placed into the timeline 
rectangle and the text next to their name changes to black.  
This is similar to the status client. 
 
We tested in front of users again.  They liked the new way 
the user list worked, but did not like the persistent 
information area on the far left, saying it was “hard to 
read” and “confusing”.  Users were also bothered by the 
scrolling of the timeline ruler at the bottom of the screen.  
They felt that it was distracting and did not tell them what 
they really wanted to know, which was how long ago a 
particular turn took place.   
 
This input lead to the third and final redesign: 
 

 

Figure 5:  Final Flow Client 
 
In the final version (Figure 5), we eliminated the left-hand 
pane, and we changed the timeline to be a relative time 
indicator from “now” back to –30 or so seconds 
(depending upon window size). 
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FLOW CLIENT TESTING 
Once we had a design that was deemed acceptable based 
on preliminary qualitative feedback, we conducted formal 
user studies. 
 
In testing the previous interfaces, many of the users gave 
feedback that the conference room study was not 
representative of a “typical” chat experience.  This was 
because it had a set topic to discuss, rather than the free-
form topic-a-minute nature of normal chat.  Indeed, in 
analyzing the data, there were very few off-topic turns in 
comparison to normal chat – only 3%. 
 
Therefore, in the flow client tests, we attempted to more 
closely simulate a typical active chat room.  We first did 
some less formal tests with two groups of five users from 
the status client tests.  We then later tested five groups of 
two to four subjects in a more controlled, videotaped 
environment.  Each group participated in two back-to-
back chat sessions, once with the flow client and once 
with the standard client.  The chatters were instructed to 
enter the chat session and get to know a few things about 
the other participants.  Suggestions were given for 
conversation topics, but no particular topic or goals were 
mandated.  In addition to the study participants, each chat 
session also had one or two confederate chatters who 
were instructed to act as study participants and keep the 
conversation flowing.  The confederates were sometimes 
asked to bring up a particular subject (such as a knock-
knock joke) that could be referred to later to examine the 
history usage. 
 
RESULTS 
Quantitatively, we expected the flow client to share many 
of the characteristics of the status client with regard to 
typing speed and accuracy.  This was borne out by the 
data from users who had been tested with all three clients.  
In general, people typed more accurately and no more 
slowly when their typing was on display.  Total number 
of turns, % of conversation per user, and average turn 
length were all similar between the clients. 
 
We suspected that users would find the history easier to 
use and would consult it more readily than in other 
clients.  The history was indeed consulted more, as every 
participant used the snap-back scrolling feature many 
times.  The most-often stated reason for using it was to 
catch snippets of conversation that had left the screen.  
The number of turns dedicated to repeating information 
dropped from 5% in the standard client to less than 1%.  
 
Despite this, many disliked the presentation of the history 
in the Flow Client.  People felt that the UI was unfamiliar 
and preferred a vertical scrolling format.  They felt the 
conversation left the screen too quickly and that all of the 
live typing areas were too hard to monitor.  People were 
less accurate in completing a task that involved browsing 
the history, and felt more anxious with the Flow client in 
general. 

A similar complaint was the feeling that the flow client, 
with its large gaps between subsequent turns, made 
inefficient use of screen space compared to normal chat.  
This perception is interesting because an analysis of the 
conversation shows that in both cases, the flow client is 
actually slightly more efficient.   
 
With four or fewer people in the room, a normal chat 
interface provides a more efficient use of space.  That is, 
each user can have four or more turns on the screen at 
once.  We have seen that in chats with fewer participants, 
turns tend to be longer, which also increases the 
efficiency of the standard display of text history.  Figure 
6a shows a graphic representation of the same chat in a 
standard client and the flow client.  Note that the flow 
client shows three to four turns for each user, while the 
standard client can display six of more. 
 

 

figure 6a: standard UI (left) and flow UI (right) 
displaying 3 people in chat 

 
As more members join the chat, the flow client continues 
to display three or four turns per user, while the standard 
client becomes less and less efficient (Figure 6b). 
 

 

Figure 6b:  standard UI (left) and flow UI(right) 
displaying 12 people in chat 

 
With six or more speakers, turns in the standard client 
start to scroll off the screen very quickly, and the number 
of turns between adjacency pairs expands.  This requires 
that more turns be dedicated to clarification and 
correction.  In the flow client, the scroll rate remains 
constant regardless of the number of speakers.   
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CONCLUSIONS 
Our usability results revealed some design problems in 
the application: 
 
1) Continuous scrolling – a substantial problem users 

found with the client was with the large continuously 
scrolling area.  Several users complained of a vertigo-
inducing effect from having 75% of their field of 
vision scrolling slowly to the left.  In the future, we 
hope to experiment with other timeline 
representations that do not require constant scrolling. 

2) Too Much Activity  - Users were confused and 
distracted by the amount of activity on the screen. 

3) Novelty – as with any new interface, we faced 
resistance from users familiar with the established 
interface. 

4) Flicker Problems – On certain machines, the text 
boxes would flicker as the users entered text.  The 
flicker was extremely distracting to the users, 
especially when a half-dozen people were typing at 
the same time.  (Affected users suggested displaying 
an epilepsy warning when the application starts.)  
This is a technical problem that we are hoping to 
correct in a future version, as several users mentioned 
it as the primary reason for disliking the Flow client. 

 
FUTURE WORK 
Despite the problems with our initial design, we feel that 
streaming media representations of chat are worth further 
investigation. 
 
We are hoping to set up a chat site where we can conduct 
longitudinal studies of different chat clients.  We feel 
many of the concepts introduced require some time for 
users to adapt to them before we can get valid statistical 
results.  We hope to have such a site up and running 
during the Summer of 1999. 
 
One of the problems of busy public chat rooms has been 
the lack of context for new people entering the chat.  We 
have tried experimental interfaces that preserve that last 
hundred or so turns of chat for a user when they connect, 
but the usefulness of this has been hampered by the 
overarching uselessness of chat histories in general.  We 
suspect that with a variation of the flow interface, such a 
history would provide added value and context, and we 
hope to test this soon. 
 
Finally, we want to explore the ability to show chat 
overviews.  We suspect that the flow client’s display 
readily lends itself to a symbolic overview that can 
provide information (such as, which people talking and 
how often).  We hope to add some overview capability 
into the next version of the client. 
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